Figure 1: a) IKONOS image showing chevrons at the end of a runway. b) The chevrons found in the image by an
ATR system. Green is true targets, red is missed targets, yellow is false alarms.

For this paper, we will use a correlation based system to provide the examples. This is not a particularly good
ATR system as it produces a large number of false alarms and often misses targets. However, the techniques
developed here apply to any ATR system.

FROC APPROACH

Suppose we have a scene with a total number of targets 7. The ATR system produces a number of candidates,
each with a score. We will adopt the convention that a higher score means a higher confidence that the candidate is a
real target. Some of the candidates will represent real targets, and some of the candidates will represent false alarms
(an incorrect detection). For a threshold 7, define D(7) to be the number of targets found with score > 7 . This is

the detection rate, and will be a non-negative integer. The false alarm rate will be F(7), defined to be the number of

false alarms found with score > 7. Since we know the total number of targets, we can define the Detection
Probability to be

P(7)= —D;T) .

The detection probability will be a rational number between O and 1.
We can sample the ATR system’s performance at N thresholds 7; for i=1,...,N . The details of the ATR

system usually constrain which thresholds can be tested, and the resulting FROC curve is unchanged under
redefinition of 7. We can produce the FROC curve by plotting F; = F(7;) versus P, = P(7;). To make comparison

between different target types easier, we will normalize the false alarm rate by the total image area. This allows
multiple images covering a wide area to be included. We will present the false alarm rate as false alarms per square
kilometer. Thus a sample FROC curve will have the form shown in Fig. 2. The false alarms are shown on the x -axis
and the detection probability is shown on the y -axis. A good ATR system will have a high detection probability

with few false alarms, and thus the FROC curve will start at the origin and rapidly increase to near one, and then
flatten out.
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Figure 2: A sample FROC plot. A small ‘x’ is used for each (F;, P;) pair.
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The FROC curve shown in Fig. 2 does not give any indication of the uncertainties for each point. If we measure
100 false alarms with probability of detection 0.3 with one image, what should we expect to measure in another
image? To answer this question, we will generalize the approach described by (Tilbury et al., 2000). That paper
describes two features that are key to deriving the uncertainties of a ROC curve. First, each point on the FROC
graph can be considered independently of the other points in the graph. Second, the uncertainties in the x -direction
can be derived independently of the uncertainties in the y -direction.

Uncertainty in the Detection Probability
Consider a point (F,D/T) on the FROC plot. For a specific threshold, F represents the number of false alarms

measured, D is the number of targets found, and 7 is the total number of targets. We will first focus on the
uncertainty in the detection probability. For this we can follow the non-parametric approach described by (Tilbury et
al., 2000). Suppose y is the true detection probability, which is generally different from the measured detection

probability D/T . For a given target, the probability of detecting that target is y and the probability of missing that
target is 1—y . Up to normalization, the probability of finding D targets and missing 7 — D targets is

Py=cy?a-y"",

where c¢ is a normalization that we need to determine. The true detection probability y can be any real number
between 0 and 1, and the total probability of measuring D must be 1, so the normalization must satisfy
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Solving this for the normalization gives the probability distribution function for the detection probability of

T+1)!
(T +1) D

-y P,
DT - D)! »)

Pp(y) =

The derivation made no assumptions about the form of the underlying probability distribution, and is thus called
“non-parametric.”

The simple form of the probability density function P,(y) lets us calculate the uncertainty in the measured
point, and thus allows us to put error bars (in the y -direction) on the FROC curve. Let us calculate a few useful

moments for y . First, the expectation value of powers of y is given by

1
<y >_£y Po Oy == e o

This means that the variance of y is given by

2\ g2 _(D+DT-D+1)
Var(y)_<y> ) (T+2)X(T+3)

Strictly speaking, the distribution around a measured detection probability D/T is not symmetric, but for simplicity
of presentation, we plot error bars as symmetric around the measured point. The variance has a closed form solution,
whereas solving for the error bars for a specific confidence level involves numerical solutions of hypergeometric
equations. The uncertainty around a point D/T is

o, =m=\/(D+1)(T—D+1)’

(T +2)*(T +3)

and we can show error bars from D/T — o, to D/T+ o,.

The variance derived above agrees with (Tilbury ef al., 2000) and (Coetzee et al., 2000), but has slight
differences from the variance in (Edwards et al., 2002) and (Irvine et al., 2003), where the variance is found to be

var(y)=D(T -D)/T?>. They make different assumptions that lead to a different probability distribution function.

Unlike their approaches, the Bayesian approach that we use produces a non-zero variance in the limits D — 0 and
D—>T.
The measure of uncertainty in the measure point D /T helps guide us in designing any experiment that tests an

ATR system. The uncertainty is largest at the midpoint D=T7/2, where o, =1/(2JT +3) . If we wish 20, for



each point to be roughly 10%, we need to have at least 100 targets. A smaller number of targets would give larger
error bars.

Uncertainty in the False Alarm Rate

We can now focus on the uncertainty in the false alarm rate. Let F' be the number of measured false alarms (the
actual number, not normalized by the area of the image). Because we don’t know how many false alarms are
possible, we cannot use the same non-parametric approach to determine the uncertainty in F . Instead, we must
make an assumption about the nature of the probability distribution function for F . Given that we have only one
data point and therefore one parameter available, the natural assumption to make is that the probability distribution
function is a Poisson distribution. If x is the true false alarm rate, then the probability of observing F false alarms
is

xFe™*

Pr(x) = £

This probability distribution function has a number of useful features. It is normalized so that
J' Pr(x)dx=1.
0

Moments of x are easily calculated using

=

a\_ [ on _T(F+n+1) (F+n)!
<x>‘£XPF(x)dx_ TF+)  F

where I'(z) is the standard Gamma function, and the last equality is valid if n is a non-negative integer. The

variance of x is
var(x) = <x2> —<x>2 =F+1,

and we can write the uncertainty around the point as
O, =4 var(x) =vF +1.

Combined with the formula for o, we now have the uncertainties in both directions for every point in the FROC
curve. Roughly speaking, both uncertainties follow the statistical rule of thumb that given M measurements, the

relative error is proportional to 1/+/M .
Fig. 3 shows the results of Fig. 2 along with the uncertainties for each point. This FROC curve describes the
result of a correlation-based ATR search for runway chevrons, as shown in Fig. 1. The test images had a total of 136



targets, and covered an area of slightly more than 7 km”. At the lowest threshold setting, the maximum number of
targets detected was 99, with 3688 false alarms. This ATR system would not be very useful in practice.
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Figure 3: The FROC plot for runway chevron detection showing the uncertainties in both the false alarm rate and
the detection probability.

We used the formula for o, to estimate the number of targets needed for reasonably small uncertainties in the

FROC curve. While we can control the number of targets that are used to test any ATR system, we do not have
control over the number of false alarms produced. If the false alarm rate is similar to the detection probability, then
the uncertainties in the x direction will be similar to the uncertainties in the y direction. If the false alarm rate is

small, then the relative x uncertainties can be much smaller than the relative y uncertainties. In this case, we

would be forced to content ourselves with an ATR system that worked very well, but with large uncertainties as to
precisely how well. If the false alarm rate is large, then the relative x uncertainties can be much smaller than the
relative y uncertainties. Then we would have an ATR system where we could say with great accuracy how poorly

it works.

POWER LAW FITTING

It is common to want to fit a curve to the set of points (F;, P;) in the FROC graph. The probability distributions
Pr(x) and P,(y) make a number of approaches possible. One common model is a power law model (see for

example, Irvine et al. 2003), so that



P=c"F".

In terms of the logarithm of both quantities

log(P)=a+blog(F),

we are trying to fit a line in log-log space. Since we have the full probability distribution functions, we could
properly model the system and derive the parameters a and b. A much simpler approach is to approximate the
distributions as Gaussian functions and use the standard linear least squares line fitting approach (such as that
described in Numerical Recipes in C). This approach gives good results, and illustrates some important aspects of

our semi-parametric approach. To find the best fitting line, we need to minimize the ;(2 function

& 2
FRCOEDY (log(Pi)—a—zblog(E)) .
‘= var(log(P,)) + b~ var(log(F;))

The denominator ensures that 12 is the sum of N variables, each normalized by its total variance. To find the

minimum value of ;{2 , we need to know var(log(P,)) and var(log(F;)) . To simplify notation, define the function

1 d*
() =—7>1logI'(2) .
dz

Using the distribution functions derived earlier, it is possible to show that the variance of the log of the detection
probability is

2

1 1
var(log(y)) = [ (log())’ Py (»)dy = [log(Py (3)dy | =y V(D +1D-p (T +2)
0 0

and that the variance of the log of the false alarm rate is
var(log(x)) =V (F +1).

These variances highlight an important similarity between the two distributions. The variance for the log of the
Poisson distribution is just the variance of the log of the binomial distribution when the number of targets T — oo.
The Poisson distribution allows an arbitrarily large number of false alarms. If in reality we are limited by a large but
unknown upper limit in the number of false alarms (because of the physical size of the targets), then the above
similarity shows that the Poisson distribution works well except when the false alarms nearly saturate the image.

The equation for 7 is a non-linear equation in a and b, and many techniques can be used to solve for the

minimum of ;{2 . Points with zero detected targets or zero false alarms must be dropped because we need to take the



logarithm. We used a variation of the Lanczos approximation to find a good numerical approximation for l//(l)(z) .

We will omit the full technical details. The best fit line is shown in Fig. 4 along with the points with their
uncertainties in the log-log plane. As can be seen, the best fit line fits fairly well, but not perfectly.
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Figure 4: The log-log plot showing the best fitting line to the data and the uncertainties at each point.
Fig. 5 shows the power law fit in terms of the original variables, the false alarm rate and the detection

probability. The power law fits this data set fairly well. We have found in studies of various types of targets and
various ATR systems that a power law sometimes works, but often fails quite badly.
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Figure 5: The FROC curve showing the best fitting power law along with the uncertainties at each point.
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